Modelling Documents as Cases:
A CBR Perspective on IR
Vasanth Kumar, R.1 , Sutanu Chakraborti1 , and Stewart Massie2
1

2

Department of Computer Science, Indian Institute of Technology Madras, India
vasantgn@cse.iitm.ac.in, sutanuc@iitm.ac.in
School of Computing, The Robert Gordon University, Aberdeen, UK sm@comp.rgu.ac.uk

Abstract. This paper is founded on the observation that a document in IR can be viewed as a
case – having problem and solution components. The former plays a critical role in indexing the
document, while the latter does not. Our approach models this inherent problem-solution divide
by using query logs to learn a richer problem-side representation that can include terms absent in
the document. Towards this end, we create a soft partition of concepts mined using a latent model,
like Latent Semantic Indexing, instead of crisply classifying terms into problem and solution
categories. Experimental results show that our approach leads to a significant improvement in
retrieval effectiveness. We empirically study the influence of factors, intrinsic to the datasets,
that have a critical bearing on performance.
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Introduction

Textual Case Based Reasoning (TCBR) involves reuse of experiential knowledge captured in the form
of unstructured cases. Each case typically has two components – a problem description and a solution.
Given a new problem, TCBR attempts to propose a solution by retrieving cases which are deemed
to have similar problem descriptions. The estimation of similarity between texts is hard. The surfacelevel representations of text, say bag-of-words, have little correspondence with the deeper meaning,
due to various factors like word choice variability, polysemy, synonymy, complex interplay of syntax
and semantics, ill-defined grammars and noisy text.
Many practical TCBR systems are founded on formalisms inspired by Information Retrieval, like
the use of shallow representations in the form of bag-of-words. The relevance of IR in TCBR is well
studied [1]. While CBR relies on domain-aware knowledge like ontologies and hand-crafted similarity
measures, IR is usually domain-ignorant and is based on knowledge-light easy-to-acquire statistical
relations, like co-occurrence data, mined over very large document collections.
Most previous work in TCBR has exploited retrieval mechanisms from IR and adapted them to
suit their needs [2][3]. The current paper is less traditional in this respect — it is motivated by the key
observation that every IR task may in fact be viewed as an instance of TCBR where the problem and
solution components are latent (hidden) within the documents. Examining the space of past queries
“relevant” to a document can help us in partitioning the document into these components. Consider
web pages – each of them typically has hundreds of terms that are used for indexing. However, an
analysis of the query logs indicates a large discrepancy between the set of terms in the logs and the set
of terms in the document. Only a small part of the indexed vocabulary is ever searched for. Secondly,
there are often words in the queries that do not occur in the documents.
The contributions of this paper are threefold. Firstly, we present an approach to identify and separate out the ‘problem’ and ‘solution’ components in documents. We attempt to do this incrementally
using a log of queries. Secondly, we show the advantages of using a latent model for this task. Thirdly,
we report an empirical study examining the factors that influence effectiveness of incorporating query
knowledge.

The organization of the paper is as follows. Section 2 is an informal overview of our work. In
Section 3 we present details of how our approach can be used in a generic document retrieval task.
The evaluation methodology and experimental results are discussed in Section 4. Section 5 positions
our contribution in the context of related research and identifies some of the future extensions of our
idea. Finally, Section 6 summarizes our key contributions.
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Overview of the Approach

A key problem in IR is to arrive at a set of indexing terms that are accurate descriptors of the
underlying content of a document. The actual content of a document, however is often different from
the way it is queried and accessed.
Consider the web page shown in Figure 1. We note two things in this example, which is true for
most pages on the web:
1. All the query terms span only a small part of the document. The other parts never appear in any
of the queries.
2. The queries often contain terms that do not appear in the document.

Search string
mrf genius
mrf cricket bats
mrf bats
cricket equipment
ss ton
bas batting gloves
cricketwalla.com
ss ton professional
sg hilite pads
kg clifton
bdm aerodynamic
morrant padmrf genisas
mrf genius exclusive le
bas legend gloves cricket
bas vampire cricket bas vampire cricket bats
bdm dynamic cricket bat
best cricket prices
cricket bat logos
kg cricket pads
kg league cricket pads
morrant
mrf cricket bat
mrf genius bat
sg maxxum 7
ss ton l
ed editi

% of total hits
10.36%
5.88%
3.64%
3.08%
2.80%
2.24%
1.68%
1.68%
1.40%
1.12%
0.84%
0.84%
0.84%
0.84%
0.56%
0.56%
0.56%
0.56%
0.56%
0.56%
0.56%
0.56%
0.56%
0.56%
0.56%
0.56%
0.56%

Fig. 1. A web page and a log of the recent search strings that led to this page.

Our central observation is that query logs can provide useful information in isolating the indexing
and non-indexing terms in documents which then, in effect, can be viewed as parallels to the problem
and solution components in TCBR. The hypothesis to be tested is: Do representations that respect the
problem-solution divide help in arriving at richer representations of documents, consequently leading
to more effective retrieval?
We can identify three stages of refinement of this basic idea.

Approach 1. Classify the terms in the document as either representing the ‘problem’ or the ‘solution’
component, based on query logs and human-aided relevance judgments. We name these two components
P and S. The P-component consists of terms that users use to access the document, and the Scomponent consists of all the other terms present in the document (refer to Figure 2).

P
Query
Terms

S
Document
Terms

Fig. 2. The P- and S-components of a document

Ideally, only the P-component needs to be used for indexing. The terms in S do not contribute to
the retrieval of the document. But, with the evidence from query logs alone, we cannot conclusively
classify terms into a crisp belongingness to the P- or S-component.
Approach 2. This is a refinement on Approach 1. Instead of imposing hard assignments of words to
classes P and S, each word is allowed to have degrees of belongingness to these classes.
Approach 3. This is a further refinement of Approach 2. In this approach, we identify and use
an underlying semantic model. For example, using Latent Semantic Indexing (LSI), we can represent
concepts as weighted linear combinations of terms. Now, we assign P- and S-categories to these concepts
rather than the individual terms. For a term, the belongingness to these categories is then inferred
from the belongingness of the concepts containing the term.
For example, consider Figure 1 again. Many of the top queries contain the term “mrf”, referring to
a popular brand of cricket equipment. But, this term does not appear in the page. To incorporate this
term in the representation of the document, a concept-based approach is applied. The concept that
results in this addition might be, say “Cricket Equipment”, which will now belong to the P-component
of this page.
We adopt Approach 3 in the work reported in this paper.
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Learning from Query Logs

Term Weights. Consider a document D, containing the terms t1 , t2 , . . . , tn . Let the terms in the
vocabulary V that are not present in D be t01 , t02 , . . . , t0|V |−n . Every term in the vocabulary is assigned
two weights with respect to this document:
PD (t) → belongingness of t to the P-component of D
SD (t) → belongingness of t to the S-component of D
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Fig. 3. An illustration of the learning process

To start with, all the terms are assigned initial weights. Terms not in D are assigned weights of 0
for both the components, while the terms in D are assigned weights of 12 .
PD (t0i ) = SD (ti0 ) = 0
1
PD (ti ) = SD (ti ) =
2
Scoring the Documents. During search in IR, every document is assigned a score for its degree of
relevance to the query. Most popular IR systems (like Apache Lucene, say) use the TF-IDF scheme
[4], together with a similarity measure, like cosine similarity, to compute this score. In our scheme,
such a score is computed separately for the two components of the document. Thus, each of the two
components can be viewed as pseudo-documents. We will denote them by DP and DS .
The score for the document D is a differentially weighted sum of these two component scores, and
models a higher representation of the terms in DP for retrieval:
score(D) = wP .score(DP ) + wS .score(DS ), with wP > wS
Updating Term Weights Using a Relevant Query. First, concepts are mined over the terms using
LSI. PD and SD can be computed for each of these concepts from the weights of their constituent terms.
X
PD (C) =
PD (ti ).wti , where wti is the weight of ti in C
i

Updates are done at the concept level. Given a query, we first identify the concepts that are most
similar to it. The PD weights of these concepts are boosted up, and the SD weights are boosted down.
This change is propagated to the terms in the concept, and consequently to the P and S components
of the document. This process is illustrated in Figure 3.
Revisiting the example discussed in Section 2: let the query be “mrf genius”, and the concept C3 be
“Cricket Equipment” in Figure 3. The query is very similar to C3 , and hence its PD value is increased.
The change propagates to the various terms that C3 contains. Among these terms, consider “mrf”

– this was not a part of the initial document representation, but it gets added to the P-component
now. The PD values for the concepts dissimilar to the the query is decreased in each iteration. In
practice, the concept most similar to the query is chosen for promotion, and the rest of the concepts
are demoted. Similar instances of queries would incorporate “mrf” and other terms in C3 firmly into
the P representation of the page and eliminate useless words like “goal” or “welcome”. Since the P
representation is dominant in the retrieval of the document, such an approach discovers what the page
is about, and prevents false positives for queries containing words like “goal” and “welcome”, both of
which appear in the page.
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Evaluation

Our experiments require an extensive set of relevance judgments. But we could find no standard test
collections that provide this. Most test collections for IR provide relevance judgments for just a few
queries, and often these are carefully chosen to be non-overlapping. In our experiments, on the other
hand, overlapping queries would be desirable and more realistic of actual search activity.
We attempted to introduce some redundancy into such test sets by replicating and modifying the
queries that they provide. We experimented with the LISA dataset (which included judgments for 35
topics) and the IAPR TC-12 dataset [5] (which included judgments for 60 topics). The results were
unsatisfactory. Another approach could be to use the referrer logs maintained by web sites to obtain
the queries [6]. But this needs to be done over a large and coherent set of web pages for evaluating the
retrieval performance. Our evaluation methodology is described in Section 4.1 and the results of our
experiments are studied in Section 4.2.
4.1

Methodology

In the absence of a real-world dataset, we performed our evaluations on a synthetic dataset. Such an
evaluation has its advantages — we can control the various parameters that influence the complexity
of the dataset, study the behavior of our algorithm and gain valuable insights into the process.
We briefly explain the construction of the dataset below. It consists of a term-space, a set of
documents and an extensive log of queries on this set.
The Term-Space. The term-space originates from an underlying set of concepts, as in LSI. Each
of these concepts is expressed as a weighted linear combination of terms. This distribution of terms
within the concepts is modelled as a Gaussian distribution.
We introduce a notion of complexity of the concept space by considering the overlap between
concepts. For example, the concepts representing, say “politics” and “science” might have very few
terms in common. On the other hand, the concepts representing, say “sports” and “cricket” might
have more terms in common. We control this overlap to synthesize datasets of different complexities,
through a parameter θ. For a given value of θ, a fixed vocabulary size and number of concepts, the size
of the concepts is suitably adjusted to attain this overlap. Since the assignment of terms to concepts
is random, we expect the following relation to hold (on an average):
θ∝

(Number of concepts).(Concept size)
Vocabulary size

The Document Set and the Query Log. A second aspect of the complexity of this dataset
originates from the question: Do similar queries lead to similar documents?
In our experiments, each query is derived from a single concept. Every document is assumed to
have one main concept which decides the relevance of the document to a query. Apart from this,
the document has terms from other secondary concepts. In answering the question above, the main

factor of complexity turns out to be the distribution of concepts within the document. If the document
is cluttered with secondary concepts, it is harder to correctly judge the relevance to a query. Such
documents are considered to be more complex than ones which are focused towards a few concepts.
We derive a measure DC for the complexity of a document. It is the fraction of the terms in the
document that belong to secondary concepts. A well-focused document will have a large part of its
words from the main concept, and hence lower complexity.
DC = 1 −

number of terms from the main concept
total number of terms in the document

Evaluation. The datasets used in our evaluation consist of a set of 500 documents, with each containing an average of 1,000 terms. These documents are synthesized from a vocabulary consisting of 10,000
terms and 100 underlying concepts. Each concept, as indicated above, is a weighted linear combination
of terms.
The retrieval for the test queries is done over the dataset using Apache Lucene [7]. The performance
of retrieval is judged through two measures – the precision at 10 (P10), and the Mean Average Precision
(MAP) [8].
P10 is the precision calculated over the first ten ranked documents in the retrieval. This measure
is based on the fact that most users on the web do not look beyond the first page of the search results.
The MAP is calculated from the average of precisions computed after truncating the retrieved list at
the relevant documents in turn. This measure emphasizes returning more relevant documents earlier.
Both these measures are evaluated and averaged over a set of 1,000 test queries, against training
sets of different sizes, as well as datasets of varying complexity. Lucene’s default TF-IDF-based retrieval
scheme is used as a baseline in the evaluation. We present the results in Section 4.2.
Experimental Results
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Fig. 4. Evaluation with θ = 2.0 and DC = 0.9
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Fig. 5. Evaluation with θ = 1.6 and DC = 0.8

Effect of Number of Training Queries. Figures 4 and 5 plot the variation of MAP and P10 with
the number of training queries used. With increasing training queries, our algorithm shows significant
improvement over the base evaluation. The improvement in Figure 4 is higher than that in Figure 5.
This is due to the higher document complexity in the first case. An analysis of the effects of document
complexity is presented later, and illustrated by Figure 7.
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Fig. 6. Stabilization over large number of queries

Document Vector Saturation. The dataset in Figure 4 is evaluated for 70,000 training queries.
After around 15,000 queries, further training fails to produce any noticeable improvement(see Figure
6). This can be explained by an argument analogous to document vector saturation [6], where the
system reaches an equilibrium in accumulating the information from queries.
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Fig. 7. Effect of document complexity (DC ) on performance

Effect of Document Complexity. Figure 7 plots MAP and P10 for 5,000 training queries, with
varying DC , the document complexity. We notice that the overall performance of the system decreases
over increasing document complexity. But we also note that the training makes significant improvements only when the documents are complex. With training over the relevance judgments, the system
has a better and more efficient representation of the document than the base algorithm.

Effect of Concept Overlap. Figure 8 plots MAP and P10 for 5,000 training queries, with varying
θ, a measure of the overlap between concepts. The overall performance, as well as the improvement
because of training – both decrease with increasing concept overlap. This is expected since the overlap
causes false positives in the retrieval.
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Fig. 8. Effect of concept overlap (θ) on performance
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Related Work and Discussion

Researchers have long acknowledged the differences between CBR and IR, and there have been attempts
to bridge this divide [9][10]. Most previous work has aimed at borrowing ideas from IR and adapting
them to suit TCBR [2][3]. Our work is different in this respect – it draws parallels from TCBR, and
uses these ideas to improve IR.
This observation, of the relevance of TCBR in IR, opens up another interesting possibility. There
have been several recent studies in TCBR on the alignment between problem and solution representations [11], which is an estimate of the degree to which similar problems have similar solutions. The
central idea behind this line of research is that this estimate can be useful in predicting whether a
solution proposed to a target query, based on its neighbors, is likely to be relevant. This idea is useful
in choosing the right representation in TCBR – for example, we choose LSI over a simple bag-of-words
model if the former yields higher alignment between problems and their solutions in the training data.
By recognizing the problem-solution split implicit in IR, our work paves the way for extending the
ideas of alignment to choose between representations of documents generated by approaches that use
knowledge of the query logs.
There are two complementary approaches in IR for improving retrieval effectiveness based on the
knowledge of queries. The first is relevance feedback [12][13], where a few relevance judgments are used
to refine the query. Typically, terms from retrieved documents, deemed to be relevant, are used to
augment the query description. The second approach is document transformation [14][15], where the
underlying representation of the documents is modified using the queries that lead to its successful
retrieval. This is the approach adopted in our current work.

Our approach differs from the earlier ones in two significant ways. Firstly, we use an underlying
topic model (in our case LSI) which allows us to make changes to the representation of the underlying
concepts in a document. This is intuitively more appealing than changing term weights directly, since
the mapping between document and queries is likely to be more reflective of the underlying semantics
at the concept level than at the term level. Secondly, we introduce the notion of an implicit problemsolution divide in documents. This allows us to establish a parallel to a TCBR scenario and opens up
avenues for selecting the right representations driven by the goal of maximizing alignment. It may be
noted that evaluation of the earlier transformation based approaches suffer from the lack of a suitable
dataset. Kemp et al. [6] attempt to overcome this problem by using referrer logs stored by servers.
Our future work will attempt to address the most significant impediment for research in this
direction, namely, the unavailability of suitable datasets. For this approach to work, we need extensive
query logs. Ideally, such datasets can be obtained only from commercial-scale search engines. There
have been instances of researchers studying such data [16][17]; but we are not aware of research over
publicly available datasets that are aimed towards directly improving IR performance. In addition,
for evaluating the retrieval performance, we need relevance judgments over a set of topics for all the
documents in the set. In the absence of these relevance judgments, the query logs themselves could be
used in estimating the relevance of a document to a topic.
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Conclusion

Traditionally, TCBR systems have used ideas from IR for estimating similarity between texts. The
key contribution of this work is to show that IR can benefit from TCBR as well, by recognizing the
conceptual problem-solution divide inherent in documents, and modelling the same to improve retrieval
effectiveness. Instead of partitioning the term space directly, our approach does the partitioning on the
space of concepts generated by an underlying semantic model like LSI. This ensures that terms, even if
not originally present in the document, can play an important role in indexing if they are conceptually
related to queries accessing the document. We have also presented empirical studies to illustrate the
influence of factors that determine the effectiveness of our approach under varied configurations.
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